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· Good morning – thanks for coming – my talk is about pac.c – A Unified Control Architecture for packet and circuit switched networks.
· [OUTLINE]After a brief introduction to the kind of networks that we are talking about, I’ll state the problem and my proposed solution, which is a Unified Control Architecture for packet and circuit networks. I will then discuss a prototype and demonstration, which helps validate the simplicity and extensibility of our solution compared to existing industry solutions. Then I’ll discuss a Capex Analysis which will help validate the cost-efficiency of our solution compared to existing network design. And finally I will show how my work applies to a particular kind of virtual-circuit network. 
· We are going to talk about Wide Area IP networks, which form the backbone of the Internet today. 
· An IP network is a packet-switched network, where packets are switched individually hop-by-hop from source to destination by IP routers.
· But the packets between any two routers are physically transported over an underlying nation-wide network of optical fibers. 
· Fibers today can carry up to 160 wavelength channels, with each channel running at 10 or 40 Gbps.
· And wavelength switches, called WDM switches, lets the people who own the fiber optic network, set up the paths between the routers or other clients.
· But because each wavelength channel runs at a very high line-rate, the network operator often wants to subdivide it into time-slots, to give finer granularity connections between the clients. It gives them more flexibility, and lets them use their network more efficiently. 
· And so typically, large carriers like AT&T and Verizon support two infrastructures – a packet switched IP network and an underlying circuit switched Transport network.
· Today these networks are run separately - they are planned, designed, and operated by different teams. 
· Owning and operating two separate networks is clearly inefficient. In networking, two is simply not better than one.
· So is there a way to run one network instead of two. Maybe – let’s look at some options.
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· What if we eliminate packet switching? I’m going to show you a contrived example of the web running on an end-to-end circuit switched Internet.
· I use my browser to connect to facebook.com and I get a kilobit or megabit per second circuit to it.  Normally on facebook, I would read my newsfeed for a while, and all that while, my reserved circuit to facebook is running idle and bandwidth is being wasted. Eventually I would click on a link or a photo, which would generate a new http request to facebook’s server, after which there may be another period of idle-time.
· Now I might also connect to netflix.com, and streaming video might actually use this bandwidth more efficiently, but I am confined to the limits of this circuit, whereas packet switching would have expanded to use all available bandwidth at that instant of time.
· So it’s easy to see that packet switching would use bandwidth more efficiently at the edge. 
· By the way, this example is not so contrived – back in the late 80’s they tried to provide data services oven an end-to-end circuit switched network – it was called ISDN and that went nowhere. They tried again in the 90’s, this time with  ATM and virtual circuits – still end-to-end and hat went nowhere
· so  packet switching is here to stay @ the edge.
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· The other option could be to eliminate circuit switching in the core. We are now talking about several hundred Mbps or Gbps wavelength circuits or TDM circuits in the core – in the transport network.  Today these circuits support the Internet and several other client networks like the old telephony network, cellular backhaul and enterprise private networks. 
· In recent years, there has been a trend to migrate these other clients to the Internet, raising the question that if all services are supported by the Internet, then is there a need for circuit switching in the underlying network? 
· I believe that circuit switching will stay because it can make this <point to Internet> more efficient, if they work together. 
· You see, the argument for eliminating circuit switching misses a fundamental point: that packet switching is always going to be more expensive than circuit switching. Lets see why:
· Here is the internal structure of a typical circuit switch. There are input and output ports or linecards and there is a switching fabric. Depending on whether this fabric is digital or optical, there may be “Phy” chips on the linecards; and depending on whether it’s a wavelength, time-slot or fiber switch, there may be another chip doing time-slot interchange or wavelength mux/demux. 
· How an incoming “one-of-these” , ends up as an outgoing “one-of-these”, has been pre-decided and entered into a cross-connect table that controls the switching fabric. And that’s it – there is not much more to a circuit switch.
· Now I am going to superimpose the internals of a packet switch on top of this. There are two things I wish to point out:
· One, the decision of what happens to an incoming packet is in the datapath. The header of an incoming packet is compared to values in this lookup-table, and if there is a match, then the decision of what to do with it can be found. 
· And two, clearly there are a lot of other things that are going on inside a packet switch
· So if we compare the switches side by side, it is reasonable to expect that since packet switches do much more, and they do it at a much smaller granularity and in much faster times scales than a circuit, it would come at the cost of power, size and price.
· And when we compare real-world values, it matches our expectation quite well. Here are some high-end switches – 3 circuit switches and 1 packet switch, all high capacity. And here are their power consumption, volume and price. The price numbers are relative numbers but a good rule of thumb would be to multiply with a $1000 to get absolute values.
· Even more instructive, would be to normalize each of these numbers with their switching bandwidth and then compare to the fiber switch.
· Clearly we see that there is a significant jump in going from here to here. Even compared to a TDM switch which is digital like the packet switch, it consumes 7 times the power and costs 10 times more. 
· The objective of this exercise is NOT to say that the switches are equivalent because clearly they are not. They do things very differently.
· The objective is to say that there are some functions that circuits are exceedingly good at – like recovery, guarantees and on-demand-bandwidth <and we will later demonstrate these in this talk >– so that if you eliminate circuits and replace those functions with packets – you will pay, with higher operational and capital costs, <which we will also show with a Capex analysis later in the talk>.
· So packet switching is here to stay in the edge, and we believe circuit switching will remain in the core. Where is the boundary between the edge and core – we do not know – but preferably it is flexible.
· So our only good option to run one network instead of two, is to converge their operation.
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· [OUTLINE – ARCHITECTURE – FLOW-ABSTRACTION
· So we propose a control architecture for the converged operation of  packet and circuit networks. Our architecture is based on two abstractions – a common flow abstraction and a common map abstraction. We discuss them separately.
· Now normally in packet switches, packets are switched individually – of course it’s a packet switch – but they are also switched independently, with no regard to packets that came before or ones that may come afterwards/
· But packets are naturally part of some communication
· And so there is a natural logical association between packets that are part of the same communication.
· For example such a communication can be an end-to-end flow. -- all the packets that flow when I watch a You Tube video, or all the packets that are part of a VoIP call – client-to-client, client-to-server, end-to-end;
· But a communication could also be defined as all the packets that are going to China, or all the packets coming put of an enterprise branch location or a particular type of traffic say from a handset, or even all packets between two routers. 
· So what is flow – it is a classification of packets with the same logical association; where we forward all packets that are part of the same flow the same way; and perform resource management and accounting on a flow level (instead of on a packet level)
· Note that in each of these cases that as the flow definition –or – the logical association changes, so does the way to identify the flow from the packet-headers.
· And once you start thinking of packets as flows, u can readily see that circuits are flows too – they carry data-packets from one point in the network to another, and so for those data packets the logical association is the circuit that transports them.  
· For example, a circuit flow could be a wavelength path in the network, or a path made up of different wavelengths or a band of wavelengths, or a collection of time-slots or multiple time slots in different paths. And just like in the packet flow case the circuit flow identifiers change as the circuit flow definition changes.
· And where do these identifiers go – in these tables. It doesn’t matter that one is in the datapath and the other is not. At the end of the day, what matters is that the tables exist, and can support my flow identifiers and flow actions.
· And if I can expose them and find one way to manipulate these tables, then I abstract out the hardware – packet switch, circuit switch, multi-layer switch – doesn’t matter - just tables; with one common way to manipulate them according to my flow definition; irrespective of which traditional layer of networking, or combination of them, my flow identifiers belong to.
· So that’s the first abstraction. 
· But we are not done. You see there may be several functions you may want from your network – examples of those functions are routing, access-control, mobility, traffic-engineering, guarantees, recovery, bandwidth-on-demand – the list goes on. Some of these may apply to packets-only, some to circuits-only, and some to both. 
· But ultimately, these functions are implemented as control programs and those control programs are easiest to write when they operate in a centralized way, with a global view of the network - packet and circuit.
· So the second abstraction is a Common Map Abstraction.
· The control program does not need to worry about how the map is being created and how it is being kept up-to-date – all it knows is that it has the map as input, it performs its function and spits out a decision. It also does not need to care about how that decision is distributed to the data plane.
· All that has been abstracted away by the map. Both these functions are the job of whatever control plane sits in between.
· So to summarize, the Unified Control Architecture I am proposing, is based on these two abstractions – the common flow and common map abstractions.
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· So at this point, now that I have a solution, what was the obvious next step – to build an instance of the architecture in a prototype and see if it works? 
· Equally important was that once I have a working prototype, what can I do with it? Build a network function on top of it across packets and circuits and validate the architectural benefits of simplicity and extensibility, compared to other industry-solutions.
· So here is the architecture again. To build an instance of the architecture, we started with packet and circuit switches, which supported an interface that exposed their forwarding tables. We call that interface OpenFlow. I had to modify it to support the common flow abstraction.
· Then on the other end of the protocol is NOX, an instance of a Network Operating System. Together NOX and OpenFlow form my Unified Control Plane. 
· And of course I had to modify NOX to support my common MAP abstraction.
· With the end goal of operating a Converged Network.
· Here we see 3 hybrid packet-circuit switches. Well they are mostly circuit switches, TDM based and interconnected by fiber, but they also support packet interfaces with limited packet-switching capability. These packet interfaces use Ethernet cables to connect to standalone packet-switches. And here is where NOX resides where we will use the common map abstraction.
· So with this prototype system I can emulate a wide-area network. Here are the 3 big transport switches interconnected by fiber and then there are packet switches in 3 cities that connect to them. 
· Next step – to write a network application or control function across packets and circuits
· An example of a network application, consider this. 
· The control function that I want to implement in my emulated network, in one where I treat different types of traffic- differently
· What do I mean by that – we want to treat web traffic as best effort with the lowest priority in recovery. We want to ensure that voice traffic gets the lowest delay with mid-level recovery priority. For video, propagation delay is not that important, but we want to ensure a jitter free path. And because video consumes a lot of bandwidth (much more than voice), we want to ensure that we give it more when we need to. All this and it also must have the highest priority during recovery.
· How to implement this function – we want to use both packets and circuits and we want to do it at the same time. Lets see how
· So lets say that this is a virtual link between two border routers in a wide-area network – say this is SanFrancisco and that is New York. So this virtual link is made up of this physical link and that physical link and a circuit in-between, and here are packets going through this link.
· So the first step is to use the flow-abstraction and aggregate traffic into paskct-flows that account for the traffic-type – web, video, voice. Next we use the common flow-abstraction to map those aggregates into different circuit-flows.
· Now using the common map abstraction - they could be routed differently, or given different variable bandwidths or different recovery mechanisms.
<:00>
· So let me show you this in operation.
· Here we see two GUIs showing real time network state. To ease the visualization of what is going on in the network, I chose to show the common-map-abstraction with 2 GUIs.
· So this one shows the physical fiber network and circuit switches (ie the transport network), and only those packet switches that are physically connected to it.
· And the other one shows the packet network, with physical links connecting the packet switches within a city, but over the wide area, they are connected by virtual links. For example, this virtual link comprises of this physical link, a circuit (that’s what the big yellow circles are) and finally another physical link. 
· So in other words, if you have all these packet flows (that’s what the little blue dots are) and they are going from here-to here-to here, then they are actually going from <chain>
<:00>
<START-DEMO>
· Next I perform aggregation in the packet switch and I can actually change it to 3 bundles for the different traffic types. But note that even though there are 3 bundles they are still going the same way from SF – to Houston – back here and then to NY.
· But since propagation delay is important for voice traffic, we can create a circuit routed over the minimum propagation path in the circuit network, which brings up a link in the packet topology, over which we can route the voip aggregate.
· For video, min propagation delay is not as important as avoiding variability in the delay or jitter. And so for the video aggregate, we can create a circuit that is not necessarily shortest path, but it is one that avoids jitter, by bypassing the intermediate packet switch at Houston, and avoiding the possibility of variable switching times in that router.
· We can even send multiple video and voice aggregates down the circuits specifically created for them.
· And we can monitor the usage of the video-circuit and change its bandwidth if needed. Here we show a video being streamed through the video circuit and playing at an end-user's video client. As you can see the video plays smoothly, but then we increase the traffic through the video circuit, which congests the links, packets get dropped and the video playback suffers. But at the same time, the controller detects congestion in the network and compensates for it by increasing the bandwidth of the video circuit, and the video plays smoothly again.
· Finally we demonstrate network recovery, where when a fiber-cut happens between the San Francisco and Houston switches, the controller prioritizes the re-routing of the video circuits over the best-effort web-traffic circuit.
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· So why is this simpler? Or rather simpler compared to what? The example application I showed you took roughly 2000 lines of code. So what would it take to reproduce in today’s  networks?
· Today switches don’t support a standardized interface into their forwarding tables.
· They are not converged networks  - IP and Transport are separate networks.
· Let’s look at Transport more closely. Today it comprises of several vendor islands, where even the same kind of switches (these could be TDM switches from different vendors) end up in different islands – same owner but different islands - why – because even though they interoperate on the data plane, they don’t interoperate on the control plane. 
· They support an interface into their forwarding tables, but it is proprietary. And these management systems may look like that – but in fact they are not - its not programmatic. It is a management interface with a full-blown GUI on which a humans click on things.
· Even if you could make these programmatic, these are from one vendor, and these are from another vendor and these two don’t talk. So it is easy to see why the transport network is run very manually – to provide a service/a network function, humans have to go do something here, then here, then here, finally make sure everything is working down there == takes weeks and months to do it this way.
· What about the IP network? What happens to a service over there? In IP networks, the controller resides in each box. Each box draws its own map and therefore a service/application/feature is necessarily distributed with tight integration and subtle interaction with the state - distribution mechanism. What are those mechanisms – distributed routing and signaling protocols of which OSPF and RSVP are examples.
· So it was felt that automation could be brought into the transport network using ideas from the IP network. The choice was made to retain the vendor islands and proprietary interfaces, but build the automation on top by extending and the same control plane protocols used in IP networks – of course adjusted and extended for circuit switches. But wow – lots of different control planes and another one on top of that/
· One last piece of the puzzle – need an interface between the two to request services – user-network-interface (or UNI)
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· So what happens when I want to create a new feature across packets and circuits like the demo I just showed you? In this network model, because features are themselves distributed, creating a new feature necessarily involves either changing or creating a new distribution mechanism. 
· So how many lines of code do you have to deal with here? Open-source projects!
·  Cumulative lines of code. 175000 lines of code vs. 2000 lines of code.
· It’s easy to see why it’s simpler. Now let me tell you why the common map abstraction is the right abstraction!!
· Here is the rub – even with 175000 lines of code, it still cannot reproduce the demo I just showed you. Why?
· In this IP network, yes I can create traffic–type specific aggregates if I layer some more code on top like diffserv based TE and policy based routing 
· But then as soon as I hit this interface I lose all visibility. My map here is incomplete. I cannot programmatically specify any of these – and you saw all of these in my demo.
· What I can only specify programmatically is bandwidth and some level of service – Gold Silver or Bronze that has been pre-decided offline. 
· And the understanding of what that is has been baked into this code for distribution.
· So if anything changes here, if the operator wants some different behavior, everything needs to change. Because the distributed features are chained to the protocols that support them.
· No wonder then that this interface and these protocols have been developed for a decade and have been implemented by all the vendors – but no carrier in the world uses them to interact with an IP network. None. Zero. 2 reasons – too complex, wrong abstraction.
· But here, because of the common map abstraction – 1) you have full visibility into both packets and circuits and 2) the map abstraction hides the details of the distribution mechanism from the feature so that the feature can be written in a centralized way.
· Which means that I can change features, or create new ones easily, with far less effort. Extensibility.
· So to summarize I have now shown you a prototype system based on my architecture, and demonstrated a network function across packets and circuits, which validates the simplicity and extensibility of the architecture.
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· Now let me show you why it is cheaper. 
· [CAPEX ANALYSIS]
· One final issue I’d like to talk about is some related work that I have done with packets and virtual circuits
· Especially MPLS based virtual circuits. It really does not matter what MPLS stands for. What matters is that it is widely used in wide area IP networks today because it gives a Flow Abstraction.
· Yes MPLS nearly gets it right – in fact it gets it half right because it has the flow abstraction.
· In coming packets are classified according into a Forwarding Equivalence Class – which is a fancy way of saying Flow – because you are building a logical association of the packets and then forwarding them equivalently through your network via these LSPs.
· For example the red flow takes the red lsp path through the network.
· So what does an LSP look like in the data-plane? It is just a label attached (pushed-on) to all packets in the same FEC (or flow) and then that label is progressively swapped in the switches along the path, and finally it is popped off at the end of the path. That’s it – there is not much more to an LSP.
· However, to control this LSP, and to provide services on top, like Traffic engineering and VPNs, the MPLS control plane uses many, many complex distributed protocols  to provide those services in a distributed way.
· MPLS lacks the Map Abstraction/
· I felt – why not introduce the map abstraction into MPLS. I retained the MPLS data plane – because it is still the Flow Abstraction, but I replaced these distributed protocols, and had the switches support just one interface – OpenFlow- which exposes the flow tables. And then I used the map abstraction to support all the functionality that those distributed protocols were providing. And finally I built a prototype to demonstrate a service – traffic engineering on top of it.
· Let me show you a video of a demonstration of this service.
[VIDEO]

[SUMMARY]
